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1. Abstract
This document describes the technical features and benefits of the FUJIFILM Object Archive 
system, typical use case scenarios, and provides guidance on designing the system such as 
hardware selection, sizing, configuration, and best practices for effective implementation in a 
user’s existing storage environment.

2. Technology Overview
FUJIFILM Object Archive is a S3-compatible tape storage system for long-term data 
preservation and data protection. It addresses the increasing needs for a cost-effective storage 
tier for infrequently accesses cold data residing on flash or disk-based storage platforms, and 
reduces overall on-premise storage costs. It can also be used to reduce recurring storage fees 
and expensive egress fees of cloud storage, by providing an alternative on-premise cold data 
repository that works just like the cloud. Object Archive can also be used to increase data 
protection of existing object stores or the cloud, by creating a local backup copy on tape which 
can be taken off-line and off-site, for complete, air gapped protection against malware threats or 
any type of disaster.

1) Benefits of using S3 compatible APIs
Object Archive uses S3 compatible APIs for data operations to enable easy and seamless 
integration with existing object storage platforms and data applications that can interact with 
S3-compatible storage. Following is a list of APIs supported by Object Archive. 

Objects written to tape are stored under the Glacier storage class, which requires the objects to 
be restored prior to access. This mechanism avoids timeout issues and unnecessary overhead 
on applications and the Object Archive server in case there is latency associated with restoring 
data from tapes. 
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2) Data Readability with OTFormat and OTFormat Reader
Object Archive employs “OTFormat”, a new tape format developed by Fujifilm to optimize the 
writing of objects to tape, and to ensure long-term readability.
The OTFormat uses two partitions on the tape; a reference partition and a data partition (see 
diagram below). The reference partition is a small partition of the tape used to store the 
metadata of all objects stored on the tape, while the data partition stores all of the objects i.e. the 
file data and the metadata. The reference partition can be beneficial in getting a quick reading of 
the contents of the tape, without having to read it entirely. When writing objects to the data 
partition, the OTFormat entails the creation of Packed Objects, which is a gathering of one or 
more objects from the same bucket. Packed Objects are created with a maximum size of 10GB, 
or 100,000 objects contained, whichever is reached first. When a single object is larger than 
10GB, such object is converted into a Packed Object on its own at its original size. This 
mechanism helps optimize the performance of writing objects to tape, especially when writing a 
large number of small objects.

The format specifications of OTFormat are made open and published on Fujifilm’s regional 
websites. Furthermore, Fujifilm has developed the OTFormat Reader, a free software tool that 
can be implemented on stand-alone tape drives to read OTFormat tapes. It can be downloaded 
from Fujif ilm’s regional websites, and the source code can be found on Github as an 
implementation reference for developers on how software can be programmed to read 
OTFormat tapes. Fujifilm has taken these measures to ensure the long-term readability of 
OTFormat tapes, and to free customers with any concerns about tape format vendor lock-in.

https://c5c2h7j7.stackpathcdn.com/wp-content/uploads/2021/04/OTFormat_Specification_ver2.0.0-1.pdf
https://c5c2h7j7.stackpathcdn.com/wp-content/uploads/2021/11/OTFormat-Reader_1.02_BINARY.zip
https://github.com/OTFormat/OTFormat-Reader


4

3) Writing data to Object Archive
Writing data to the Object Archive system is simply done with a PutObject request, with multipart 
upload supported as an option. It is highly recommended to set the multipart upload part size as 
large as possible to avoid performance impact. Objects are initially written to the cache storage 
of the Object Archive server with the storage class set to “Standard”. The Object Archive system 
applies a preset interval of 3 minutes to accumulate objects that are newly written to the system, 
then creates Packed Objects from the accumulated objects, and writes the Packed Objects to 
tape in OTFormat. Objects uploaded using multipart upload are assembled back to the original 
objects before they are encapsulated in a Packed Object. Once the writing of the Packed 
Objects to tapes are completed, the original object data stored on the cache are deleted leaving 
only the object metadata in the Object Archive database, and lastly changes the storage class of 
the objects to “Glacier” to complete the write process. All object metadata are maintained in an 
internal database of the Object Archive server, so that information on the objects can be 
retrieved quickly without reading the tapes.

4) Reading data from Object Archive
To read data from Object Archive, objects must first be restored from tape to the cache storage 
of the Object Archive server by issuing a RestoreObject request. When issuing this request, 
users are required to specify (i) the number of days the restored object need to be available for 
access, and (ii) the priority of the restore i.e. “Expedited”, “Standard” or “Bulk”. 

After a RestoreObject request is issued, the status of the restore can be checked in the object 
metadata by issuing a HeadObject request. Once the restore is completed i.e. the object is fully 
restored to the Object Archive server cache storage, the object can be retrieved with a 
GetObject request.

3. Features of Object Archive
1) Versioning
FUJIFILM Object Archive applies versioning of objects to all buckets as a fixed feature. Multiple

(i)

(ii)

The number of days specified in a restore request will define the number of days the 
objects will be stored on the Object Archive server cache storage to be available for 
access. After this number of days elapses, the objects will be automatically deleted from 
the cache storage. As a best practice, it is recommended that users specify the minimum 
required number of days for data access, to avoid unnecessary occupancy of the Object 
Archive server cache storage capacity.
Object Archive prioritizes restore operations over write operations. Restore requests are 
basically processed in chronological order, however, any restore requests specified as 
“Expedited” will be given priority over previously issued restore requests specified 
“Standard” or “Bulk”. Object Archive makes no distinction in priority for restore requests 
specified “Standard” and “Bulk”.
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versions of an object can be stored in the same bucket, and can be used to restore objects that 
are accidentally deleted or overwritten, or to recover from a ransomware attack, or to simply 
check the history of modifications made on the object.

2) Multi-tenancy with Object Archive accounts
FUJIFILM Object Archive can support multi-tenancy at the user level, simply by creating multiple 
accounts in the system. Each account can issue its own set of access keys for enabling the 
creation of buckets and data access to a user. A bucket created by a user with a set of access 
keys issued by one account will not be visible to another user accessing the system with a 
different set of access keys that were issued by a different account. By utilizing different 
accounts, Object Archive can be used in a multi-tenant environment, for data segregation 
between applications, departments, internal and external customers.

3) Tape grouping by Regions
Object Archive uses Regions in a different way compared to public cloud storage services. 
Public clouds typically use regions to designate the geographic area of the data center that 
stores the customer’s data. In Object Archive, Regions are used as a unit to manage a group (or 
pool) of tapes that are used to store data that is written to the bucket(s) created in that Region. 
By using multiple regions, you will be able to manage and separate datasets on different groups 
of physical tapes. By using this feature, multi-tenant data management can be further enhanced 
in case physical data segregation by tapes is desired for different accounts, or by buckets.

4) Data protection
Automated Tape Copies
Object Archive creates multiple copies of your data automatically and on separate sets of tapes 
for data redundancy, to increase protection of your data. The tape copy policy can be selected 
between 1, 2, or 3 copies, which can be set up by Regions. This means you can set different 
tape copy policies for different Regions that have different data protection requirements. For 
example, “Region A” could be set with a 2 copy policy, while “Region B” is set to a 3 copy policy. 
Tape copies are created simultaneously on separate sets of tapes, provided tape drives are 
available. As a best practice for data protection, applying the 2-copy or 3-copy policy is highly 
recommended. In case a tape copy is lost or becomes unusable for any reason, a new tape copy 
can be created by copying objects from another tape copy, to recover the tape copy policy. The 
1-copy policy should only be selected if one or more copies of the same data is stored on 
another instance of Object Archive, or other types of storage. 
Offline Media Management
Tapes can be removed from the tape library and stored offline and offsite to create an air gap for 
complete protection against malware threats and disasters. Typically, a second or third copy of 
tapes would be removed, while the primary (and secondary) copy is kept in the tape library for 
data access. 
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However, primary tape copies can be removed from the tape library as well should the tape 
library reach its capacity. The Object Archive system keeps track of the location of all objects 
(which tapes it’s written on) and all physical tape copies in an internal database. In case an 
object is accessed and none of the tape copies are stored in the tape library, the Object Archive 
system will notify the system administrator via email to load the tape containing the requested 
object by specifying the barcode label information. As an option, the Object Archive system 
provides a field in the tape management system GUI to add comments to individual tapes, to add 
information such as storage locations for removed tapes.

5) Tape reclamation
The tape reclamation feature is used to free up capacity on tapes that is occupied by previous 
data that has been deleted. Because data on tape is written sequentially and can only be 
appended, the reclamation process is done by copying all existing (non-deleted) objects to a 
fresh, new tape, and reformatting the old tape for reuse thereby enabling the use of its entire 
capacity again. This process also ensures the physical deletion of previously deleted data on 
tapes, and can be used for regulatory compliance such as GDPR. Tape reclamation can be 
executed by selection of individual tapes from the tape management system GUI, where the 
system administrator can view a listing of all tapes used by the Object Archive system, and the 
actual deleted capacity, and percentage of deleted capacity of each tape. Alternatively, tape 
reclamation can be set to be executed automatically, by setting a threshold on the percentage of 
deleted capacity of a tape for the reclamation process to be initiated. The reclamation process is 
done by reading a packed object back on to the Object Archive server cache storage, deleting 
object data from the packed object that had been previously deleted, and then writing the packed 
object to a new tape. This process takes place in the background when the system is idle, and 
will be paused as necessary not to interfere with normal write, restore operations.

6) Automatic tape generation migration
Migrating data from an old generation to new generation of tape media can be a lengthy process 
that requires attention and resources. FUJIFILM Object Archive makes this an effortless process 
with an automated feature to handle everything in the background. As a prerequisite, the tape 
library (or libraries) managed by the Object Archive system will need to be equipped with a set of 
tape drives that can read the old generation tapes (which would typically be the tape drives that 
have been in use), and another set of drives that can write to the new generation tapes. It is 
recommended to add the same number of new tape drives to write to the new generation tapes, 
as the number of tape drives that were previously in use, to ensure an ample number of tape 
drives are available to support the data migration procedure as well as normal operations. For 
example, if three LTO7 tape drives are currently in use with LTO7 tape media, and the data is to 
be migrated to LTO9 tape media, then three LTO9 tape drives should be added to the tape 
library. Setting up the migration can be done easily from the Object Archive tape management 
system GUI. Migration is set up by each Region, and multiple generations of tape media can be 
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specified for data migration to a higher generation. For example, if both LTO7 and LTO8 tape 
media are used in the same tape library, both can be specified as the source to migrate data to 
LTO9 tape media. As an option, the old generation tapes that have completed the migration 
process can be logically formatted for disposal. Same as the tape reclamation feature, the tape 
generation migration process takes place in the background when the system is idle, and will be 
paused as necessary not to interfere with normal write, restore operations.

7) System Administration
System administration of FUJIFILM Object Archive is made easy with the following browser GUIs:
• User Management System GUI – create and manage users and roles, issuance of access keys
• Tape Management System GUI – create and manage regions, tapes, monitor jobs, 
     cachecapacity, tape devices.
• Server Management System GUI – manage email alert settings, software updates, SSL settings,
     Logical Server settings.

Home screen of Tape Management System GUI

Other administrative operations such as shutting down, restarting services or servers, updating 
the software license, backing up the system, collecting logs for troubleshooting are done thru the 
Linux command line interface.
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4. Use Cases for FUJIFILM Object Archive

1) Archiving of infrequently accessed cold data
FUJIFILM Object Archive allows you to create an archive so that you can free up valuable space 
on expensive primary storage or object storage – while still storing all of your organization’s data 
online. Save storage space for hot data by migrating infrequently accessed cold data to tape. 
Moving cold data to an archive allows you to balance the speed of data access with the cost of 
storage. 
Defining and identifying cold data may seem to be a daunting task, but there are several ways to 
automate this including the actual movement of data to the archive. One way is to utilize data 
management software, or a so-called data mover that enables you to identify cold data based on 
criteria such as the age of data, or time elapsed from last access, and move such data 
automatically to the archive. Another way is to utilize built in features that many existing object 
storage products have, to archive data to external storage based on preset policies. By utilizing 
such methods for archiving, FUJIFILM Object Archive can complement existing storage 
environments with a low-cost archive tier to manage data growth and reduce overall storage 
costs.

2) Create a backup copy to secure data from various threats
With the increasing threat of ransomware attacks, you can never be sure your data is completely 
secure if it is online. By creating a copy of your data on FUJIFILM Object Archive, and removing 
a tape copy from the tape library and storing it offline and offsite, you will have complete air 
gapped protection of your data as the last line of defense against ransomware attacks, and also 
any events of a disaster.
This can be done easily with the same data management software mentioned earlier. Many 
products can also create copies of your data in different geographic locations, which would be 
even better from a DR perspective. Many storage products have built in replication features to 
copy data to external S3-compatible storage, which is also an easy way to copy data to Object 
Archive. 
Maintaining an onsite backup copy of data that you upload to public cloud services is also a best 
practice. While many public cloud services have built-in and optional data protection methods, 
none of them guarantee the preservation of your data, and data loss incidents have occurred. 
Another reason to keep an onsite copy of your data in the cloud is to avoid expensive egress 
fees, especially in the event you need to retrieve all of your data from a public cloud service. You 
can also avoid the prolonged period of time it could take to complete the retrieval, depending on 
the data capacity and available bandwidth.
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5. Designing an Object Archive system

1) Basic architecture
The basic architecture for a FUJIFILM Object Archive system consists of the FUJIFILM Object 
Archive software, the Red Hat Enterprise Linux 8.5 operating system, host server(s) with 
HDD/SSD storage, a tape library (or libraries) equipped with tape drives, and the appropriate 
interconnections needed to connect the host server(s) and tape drives.

2) System specifications
The following table shows the basic system specifications of the FUJIFILM Object Archive 
system, by each configuration (refer to following section “Supported configurations” for more 
details on the configurations).
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3) Host server guidelines
The host server for an Object Archive system can be an Intel x86-64 or AMD64 server that 
satisfies the following specifications. Selection between the recommended or minimum 
specifications should be determined carefully depending on performance requirements.

4) Supported Tape Systems
FUJIFILM Object Archive supports the following tape libraries and tape drives, which should be  
selected based on specific sizing and performance requirements.

5) Configuration options
FUJIFILM Object Archive supports the following three types of hardware configurations, 
depending on user requirements based on data profile and workflow.
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Single Node
The Single Node consists of one physical server (called a “Logical Server” in Object Archive 
system terms) that hosts the Object Archive software, and one tape library connected to the 
server. The Single Node can be used for data operations from several to tens of PBs, or up to 2 
billion objects. Data capacity can be scaled by adding new tapes to the tape library.

Non-HA Cluster
The Non-HA Cluster configuration is a cluster of multiple Single Nodes. The minimum 
configuration requires two Logical Servers, each consisting of a physical server (=Logical 
Server) and a tape library. The tape libraries can be physical, or logical by providing partitions of 
a physical tape library. This configuration can scale in data capacity, performance, and the 
supported number of objects by increasing the number of Logical Servers, as well as adding new 
tapes to the tape libraries for more capacity. This configuration is designed to support data 
operations of tens to hundreds of PBs in capacity.
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HA Cluster
The HA Cluster configuration is similar to the Non-HA Cluster, with the only difference in the 
Logical Servers consisting of two physical servers deployed as a Linux-HA cluster. By having 
redundant physical servers in the Logical Servers, data operations can continue in case a failure 
occurs in a physical server, by failing over to the other physical server standing by. The HA 
Cluster configuration is recommended for use cases with strong requirements for uninterrupted 
operations and data availability.

6) Partitioning Rules for cluster configurations
For cluster configurations, “Partitioning Rules” are set to each bucket to determine the 
distribution ratio of writing objects among multiple Logical Servers. A default Partitioning Rule 
can be set to each Region from the Server Management System GUI, which is applied 
automatically to buckets created in that region. It is recommended to apply even ratios among all 
Logical Servers to get the maximum performance by parallelization.
The following diagram describes an HA Cluster configuration with 4 Logical Servers, applying an 
even Partitioning Rule (i.e. 25% to each Logical Server) for Bucket A.
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7) System sizing
To properly size a FUJIFILM Object Archive system, there are several parameters that must be 
defined. In this section, the following example parameters will be used for a reference 
architecture.

• Total data capacity: 10PB
• Total number of objects to be stored: 100 million objects
• Largest object size: 1TB
• Average object size: 100MB
• Average number of restores per day: 100 objects
• Average number of days to retain restore: 10 days
• Amount of data ingest in a year: 2PB (=requires 267MB/s system write performance based on
  an 8 hour window over 260 working days per year)

i) Determining the configuration and the number of Logical Servers in a cluster configuration
In determining the appropriate configuration for FUJIFILM Object Archive, the first decision factor 
is if an HA configuration is required based on operational and/or data availability requirements. If 
HA is a requirement, the HA Cluster configuration should be selected. Otherwise, the Single 
Node or Non-HA Cluster should be selected, depending on the number of Logical Servers 
required to support the data operations.
The number of Logical Servers for cluster configurations should be considered based on the 
total number of objects to be supported, and system performance requirements. The Object 
Archive system can support 2 billion objects per Logical Server. Overall system performance can 
also be increased by increasing the number of Logical Servers. The performance per Logical 
Server will vary depending on the number of tape drives and the average object size. See 
following section “System Performance” as a reference. Sizing for performance requirements 
should be consulted with a Fujifilm technical sales representative.

ii) Disk storage sizing
The following table shows the logical volumes used by the Object Archive system for data 
operations, and the usable capacities required per server in an HA Cluster configuration based 
on the example parameters. The “Object data area” is used for temporary storage of new objects 
written to the system (before writing to tape), and objects restored from tapes for retrieval. 
Therefore, this area must be sized appropriately based on the user’s data profile and expected 
data write/restore operations. The “Object metadata area” is where all object metadata and 
certain system metadata are stored, and should be sized based on the expected total number of 
objects, user metadata attributes, and other system related metadata requirements. Sizing of the 
disk storage should be consulted with a Fujifilm technical sales representative.
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iii) Tape media quantity and tape library sizing
The required tape media quantity and sizing of the tape library should be determined based on 
the following factors:

> Number of cartridges required to support the total data capacity, depending on the unit 
capacity of the selected LTO generation (LTO7: 6TB, LTO8: 12TB, LTO9: 18TB), and the tape 
copy policy (1, 2, or 3).

> Required number of slots based on the number of copies to be stored inside the tape library.

6. System Performance
System performance will vary depending on many factors such as the network bandwidth, 
thread count, hardware specifications, configurations, average object size. This section provides 
a reference on the write performance of the FUJIFILM Object Archive system based on tests 
performed by Fujifilm under the conditions described below. 

The following table shows the average performance of writing objects to tape, while constant 
PutObject requests are received by the Object Archive server simultaneously (MB/s).

Mount Point

/var/lib/Fujifilm

/var/lib/sdt/fujifilm/mongodb

/var/lib/fujifilm/sdt/podat/pack

/var/lib/fujifilm/sdt/podata/recall

/var/lib/fujifilm/sdt/drbd/data_pgsql_os/
/var/lib/fujifilm/sdt/drbd/data_pgsql_mng/
(for Logical Server 000, Server 1 only)

/

Description

Operating System RAID 1 Mixed Use

Mixed Use

Mixed Use

Mixed Use

Mixed Use

RAID 5

RAID 5

RAID 5

RAID 1 or 5

Object data area

Object metadata area

Write cache area

Read cache area

Total:

Size

2 TB

8 TB

1 TB

1 TB

5 TB

17TB

Protection SSD Type

Example:  To store 1 copy of LTO9 in the tape library (assuming the other copy is
                  removed from the tape library for external storage), 556 slots would be 
                  required in the tape library (or libraries).

Example:  10PB on LTO9 tape media would require 10PB / 18TB = 556 tapes
                  A 2 copy policy would require 556 * 2 = 1,112 tapes in total
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Test Conditions
> Write thread count per Logical Server: 10
> No write interruptions caused by restore requests
> The test is based on a 2-tape copy policy. The above performance is converted to the speed
   of writing a single instance (copy) of data, meaning the performance of writing 2 copies was
   double the numbers shown in the table, as they are written simultaneously.

Software Specifications
> FUJIFILM Object Archive Ver 3.2
> Red Hat Enterprise Linux 8.5

Server specifications
> CPU: Silver 4214Y (2.2 GHz 12 core) x 2
> Memory: 128GB
> Storage: OS 1.92TB SSD x 2 (RAID1), Write Cache 960GB SSD x 12, Read Cache 4TB HDD x 6
    (RAID5)
> Network: 10Gb x 4 (front end 10Gb x 1)

Tape drive specifications
> LTO8 Full Height, 8Gb Fibre Channel drives

7. Conclusion
FUJIFILM Object Archive will enable organizations to create an S3 compatible on-premise 
archive with the benefits of tape technology in a single solution. With the use of S3 compatible 
APIs, tape operations are made transparent to users and applications, and can be operated as 
though using an archival cloud service in your data center. Object Archive provides various 
features to enhance data preservation and protection of your data, with flexible options to 
address various requirements and use cases. FUJIFILM Object Archive can complement your 
existing storage infrastructure, and help organizations manage exponential data growth over 
years to come.


